Designhing for Performance in Microsoft Fabric Warehouses

Fabric Warehouse for SQL Professionals

Summary: Duration — 3 full intensive days, Level - 300 (MS Scale), Delivery method - Virtual Instructor-led class or In-class

This course is designed for experienced SQL professionals seeking to design, optimize, and operate high-performance data warehouse solutions using Microsoft Fabric.
It provides comprehensive guidance on workload architecture, data modeling, query performance optimization, migration strategies, monitoring, and operational
best practices. Through a combination of instructor-led demonstrations, guided exercises, and hands-on labs, participants develop the skills required to build scalable,
production-ready Microsoft Fabric Warehouse solutions.

Using realistic enterprise scenarios and a dedicated Microsoft Fabric environment, attendees gain hands-on experience in designing and tuning analytical workloads
while applying proven architectural patterns and performance optimization techniques.

AUDIENCE:

e Database administrators moving from on-prem SQL Server or Azure SQL to Fabric.

e Data engineers who need to architect medallion warehouses on the Fabric platform.

¢ Bl developers and analytics engineers building reporting layers on top of Fabric Warehouse.

e Solution architects evaluating Fabric Warehouse against Synapse dedicated/serverless pools, Azure SQL DB, or Databricks SQL Warehouse.
e Migration leads planning the move from Synapse SQL pools or on-prem DW estates.

PREREQUISITES:

e Working knowledge of T-SQL, query plans, and indexing fundamentals
e Familiarity with Power Bl Desktop (basic level - model, visualize, refresh)
e Laptop with browser, Power Bl Desktop, optionally SSMS or VS Code with the SQL extension
e A Microsoft account (a per-attendee Fabric workspace is provisioned for the course)
No prior Fabric experience required. No Spark or Python required.
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ACQUIRED SKILLS AFTER THE TRAINING:

By the end of this course, participants will be able to:

e Provision and size a Fabric Warehouse from zero in your lab workload.

e Read and write Fabric T-SQL fluently - including the gotchas (no FK, no triggers, no materialized views, snapshot isolation only, IDENTITY BIGINT only,
OPENROWSET literal-URL constraint, MERGE label-drop quirk).

e Build a complete medallion warehouse — bronze = silver = gold - with measurable performance at each layer.

e Diagnose any slow query using queryinsights DMVs as fluently as you currently use sys.dm_exec_requests.

e Choose the right semantic-model storage mode (DirectQuery / Direct Lake / Import) for the workload.

e Discover all the possibilities for deployment and shipping of warehouse changes.

e Operate a Fabric capacity, recognize the three throttling tiers, and observe them live in Capacity Metrics.

e Mirror an Azure SQL database into Fabric and query it alongside warehouse tables via 3-part name.

e Migrate an existing warehouse to Fabric using DACPAC + the Upgrade Wizard - with a documented walkthrough of what the wizard auto-translates vs flags
for manual review.

COURSE HIGHLIGHTS:

e Conference-validated content. The core modules were successfully delivered to more than 50 SQL professionals at SQLBits 2026 and have since been expanded
into a comprehensive three-day training program with additional modules covering deployment, migration, and operational best practices.

e Hands-on learning from the very beginning. Rather than working in pre-configured environments, participants provision and configure their own Microsoft
Fabric workspace, deploy warehouse objects, create Onelake shortcuts, and build the solution throughout the course.

e Performance-focused throughout the curriculum. Every module combines architectural concepts with practical exercises, allowing participants to measure,
validate, and optimize workload performance using the same monitoring tools and Query Insights available in production environments.

e Extensive practical experience. Approximately 75% of the training is dedicated to instructor-guided hands-on labs, enabling participants to apply each concept
immediately in their own Microsoft Fabric environment.

e Designed for real-world implementation. The course goes beyond platform fundamentals by addressing practical enterprise scenarios, including database
mirroring, warehouse migration, deployment strategies, and production-ready operational practices.
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AGENDA:

AN

Modules: 10 instructor-led modules, each accompanied by a dedicated hands-on lab
Hands-on environment: Per-attendee Fabric F-SKU capacity
Dataset: Real Contoso retail data - 405 M POS rows + loT events + dimensional model

Duration: 3 consecutive days

Teaching content: ~16 hours

Of which hands-on lab: ~12 hours (75 % of teaching time)
Of which slides + Q&A: ~4 hours

Each day: ~6.5-7 h teaching + 75 min breaks & lunch

Format: In-person or virtual instructor-led
Cohort size: Up to 50 attendees

SN NENRN

DAY 1: FOUNDATIONS, BUILD, INSTRUMENT, LOAD (~7 H)

MO - Intro to Fabric & Warehouse positioning (slides, 60 min)

Capacity model. OnelLake. Where Fabric WHS fits vs Azure SQL / Synapse / on-prem DW. Full T-SQL surface area + gotcha tour.
M-Build - Build your environment (lab, 90 min, NEW)

Provision workspace + warehouse. Create Lakehouse with shortcuts. Deploy your own DDL + SPs. Load dims yourself.

M1 - Instrument (lab, 75 min)

DMV cheatsheet, Capacity Metrics App tour, throttling tier identification.

M2 - Load (lab, 95 min)

Pipeline Copy activity, COPY INTO, CTAS, OPENROWSET. Six-row scorecard with two metric sources.

DAY 2: SILVER, GOLD, SERVE (~6 H)

M3 - Silver (lab, 95 min)

Full reload vs MERGE shapes. Why MERGE alone isn't a win. Source-shape Shape A vs B vs disjoint-delta. Stats lifecycle. Five-row scorecard.
M4 - Gold (lab, 85 min)

Star schema. Three-way key generation comparison. Materialized aggs via DROP+CTAS. CLUSTER BY. Cache staircase. Six-row scorecard.
M5 - Serve (hybrid, 60 min)

Three storage-mode bindings on the same data: DirectQuery view vs DirectQuery agg vs Direct Lake. Performance ladder.

Self-paced practice (30 min)

Catch-up time, optional V2 advanced-fork track.
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DAY 3: DEPLOY & OPERATE, MIRROR, UPGRADE (~7 H)

e M6 - Deploy & Operate (slides + lab, 105 min)
SQL Database Project + sqlpackage. Workspace Git + Deployment Pipelines. Extended capacity observation: load a workspace until it throttles, watch the
response in Capacity Metrics, mitigate with Custom SQL Pools.

e M7 Mirroring an Azure SQL database (lab, 75 min, NEW)
Enable CDC on a sample Azure SQL DB. Create a Mirrored Database in Fabric. Query mirrored tables alongside your gold warehouse via 3-part name.

e M8 - Upgrade existing warehouse via DACPAC + Upgrade Wizard (lab, 75 min, NEW)
Export DACPAC from a sample existing DW. Run the Upgrade Wizard. Walk through what auto-translates vs manual-review. Validate row counts and aggregate
parity.

e Q&A + course wrap (60 min)
Open architecture review, takeaways.

WHAT YOU TAKE HOME:

e The complete repository - DDL, stored procedures, lab scripts, scorecard templates, deployment notebooks, mirroring + DACPAC walkthroughs.
e Adocumented "gotchas" reference for Fabric Warehouse vs SQL Server / Azure SQL / Synapse.
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